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1  Introduction

In large-scale wireless networks such as mobile ad hoc
networks and sensor networks, efficient and robust service
discovery and data-access mechanisms are both essential and
challenging. Most approaches for locating resources and data
items in these networks rely on either flooding or centralized
servers. Both suffer from scalability and efficiency problems.

Rendezvous-based mechanisms provide a valuable solution
for provisioning a wide range of services. In this paper, we
describe Rendezvous Regions (RRs) - a novel scalable
rendezvous-based architecture for wireless networks. RR is a
general architecture proposed for service location and
bootstrapping in ad hoc networks, in addition to data-centric
storage, configuration, and task assignment in sensor
networks. In RR the network topology is divided into
geographical regions, where each region is responsible for a
range of keys representing the data or resources of interest. A
hash-table-like mapping scheme maps a key to a region. The
mapping is known by all nodes and is used during insertion
(storage) and lookup (retrieval) operations. A node wishing to
insert or lookup a key obtains the region responsible for that
key through the mapping, then uses geographic-aided routing
to send a message to the region. Inside a region, a simple
local election mechanism dynamically promotes servers
responsible for maintaining the mapped information.
Replication between servers in the region is provided to deal
with mobility and failures. By using regions, our scheme
requires only approximate location information and
accordingly it is more robust to errors and imprecision in
location measurement and estimation than schemes
depending on exact location information. Regions also
provide a dampening factor in reducing the effects of
mobility. Server re-election is not invoked as long as servers
move inside the same region and hence the overhead due to
mobility is quite manageable.

We run extensive detailed simulations to investigate the
design space, and study the architecture in various
environments including node mobility and failures. In
addition, we perform high-level simulations and analysis to
analyze RR scalability and evaluate it against other
approaches; flooding, centralized storage and GHT [4], to
identify its merits and limitations. We like to emphasize that
our goal from the comparison is not to say that one approach
is always better, but to show the strengths and limitations of
different approaches and under which conditions and
environments each is preferable.

2 Related Work

The original RR idea borrowed from our earlier work on
PIM-SM rendezvous mechanism [1] that uses consistent
mapping to locate the rendezvous point (RP). However, a
rendezvous point is insufficient in a highly dynamic
environment as wireless networks. We first hinted at the RR
architecture in [2] in the context of multicast routing in large-

scale ad hoc networks, with no protocol details or
evaluations. Later on, in GHT [4] a related idea was
presented for data-centric storage in sensor networks. GHT is
a geographic hash table system that hashes keys into
geographic points, and stores the key-value pair at the sensor
node closest to the hash of its key. It requires nodes to know
their geographic location and uses geographic routing to
reach the node closest to the destination point. GHT uses
GPSR [3] for geographic routing. GPSR uses greedy
forwarding to forward the packet to the neighbor closest to
destination. In cases where greedy forwarding fails (no closer
neighbors), it uses perimeter routing in a planar embedding of
the topology to get around dead-ends. GPSR constructs a
planar graph by using only a subset of the physical links
during perimeter routing. GHT uses GPSR perimeter routing
in a novel way to identify a packet home node (the node
closest to destination point). Packets enter perimeter mode at
home node (since no neighbor could be closer to destination),
and traverse the perimeter that enclose the destination (home
perimeter) before returning back to the home node.

Location-awareness is essential for many wireless network
applications, so it is expected that wireless nodes will be
equipped with localization techniques. Many localization
systems have been proposed in the literature. In practice (in
systems that either rely entirely on GPS, or infer location
using ad-hoc localization systems), location measurement is
often noisy and incurs some error. For example, state-of-the-
art techniques usually incur around 10% (of the radio range)
or more in localization error. In a recent study [6] we show
how localization errors affect the correctness of geographic
systems and evaluate the performance degradation in GPSR
and GHT. A main objective of our architecture is to relax the
requirements for exact geographic information.

3 Model and Assumptions

RR provides a general architecture for data-centric storage
and resource discovery. Data operations could be viewed as
general insertions and lookups of keys. Different applications
differ in the number and characteristics of their insertions and
lookups. The ratio between lookups and insertions affects the
performance of our architecture; we call it LIR (Lookup-to-
Insertion Ratio). Long-lived data accessed by many nodes
will have a high LIR, some examples are:
- Service location and bootstrapping in ad hoc networks:
nodes can use RR to identify and find new services. The
service provider hashes the key for its service to a region
(RRi = hash(service)) and stores its information (e.g.
location) there. Nodes interested in the service use the same
hash to get the information from that region.
- Configuration and task assignment in sensor networks:
During the startup of the network operation, it is assumed that
nodes’ configuration and tasks are flooded to the entire
network. Global flooding is inefficient if nodes are not
joining simultaneously, new nodes are added, or tasks of



different nodes are changing with time. RR provides a
flexible way for nodes to get this information. Each node gets
its task from a rendezvous region computed as a hash of the
node location or other properties of the node environment
(e.g. RRi = hash(location or properties)). Operators assign
tasks to nodes by sending them to RRi using the same hash
function.

We assume that the geographic space and boundaries of the
network are known and that nodes have a localization
mechanism to detect their geographic regions. We design our
system as an overlay that can run over any routing protocol
augmented to provide approximate routes toward geographic
regions. The regions are initially assumed of equal size. Our
design also allows us to relax the exact boundaries
requirements by having boundary regions instead of
boundary points. Capabilities can be taken into account
during server election, to give more weight to nodes with
certain capabilities (e.g. power, storage). We assume
currently that the network is connected and has no partitions,
by using appropriate density and radio range, and that each
region has nodes in it, which is a valid assumption under a
reasonable density. In case of partitions and empty regions,
multiple hash functions provide substitute regions, when the
original region is not available.

4  Design

We investigate several design options with various trade-
offs to identify their strengths and weaknesses. The design
choices depend on many factors such as the environment,
application, and the pattern of insertions and lookups.

Each node needs to know its geographic region using
approximate geographic localization techniques, and it needs
to keep track of its region as it moves. A simple local election
mechanism is used inside the region to dynamically promote
the servers. Servers are elected on-demand during insertions.
Each node elects itself with a certain probability. The
probability depends on the region’s condition, such that it
increases when more servers are required. In both insertions
and lookups, a node maps the key to a rendezvous region and
generates a packet containing the region identifier in its
header. Nodes routing the packet toward the region, check the
region identifier to determine whether they are in or out of
region. For forwarding the packet inside the region, we
currently use geocasts for insertions and anycasts for lookups.
In insertions, the first node inside the rendezvous region to
receive the packet geocasts it and servers inside the region
receive the geocast and store the information. In lookups
nodes inside a region cache the recent server they hear from,
and anycast the lookups directly to it. Replication is inherent
in this architecture since several servers inside the region
store the key. This is valuable to achieve robustness with
failures and mobility. Local movements of nodes and servers
have negligible effect and overhead on our architecture as
long as servers stay within their regions. If a server moves out
of region, it detects that and sends an insertion packet toward
that region so that new servers are elected. Servers use a low
frequency periodic mechanism during silent (low traffic)
periods, to detect failing servers and promote new servers.
Using the same rendezvous mechanism, a bootstrap overlay
could be provided to publish dynamic mappings.

5  Performance Evaluation

We evaluate our architecture using ns-2 simulations with
detailed models of the wireless MAC and physical layers. RR
is running as an overlay over the routing layer and we are
using GPSR as the wireless routing protocol. We modified
GPSR to route to regions instead of specific destinations by
forwarding the packet toward the center of the region and
using geocast or anycast inside the region. We verify the
correct operation of RR and evaluate its performance under
different scenarios. In addition, we run similar detailed
experiments for GHT in order to compare the performance of
both systems. We conducted simulations with up to 400
nodes using the detailed model. To study the scalability of the
architecture to higher number of nodes, we perform also
higher-level simulations and analysis for networks with up to
100,000 nodes and compare RR to GHT, flooding, and
centralized storage.

There is a wide range of parameters affecting the
performance including design parameters as the rendezvous
region size (number of regions) and the number of servers in
the region, and environmental parameters as the density of
nodes and the insertion/query rates. The main performance
metrics studied are the success rate of lookups, the
communication overhead overall and on servers, and the
storage overhead. Different degrees of mobility and failures
are investigated. We also evaluate the effect of location
inaccuracy. A summary of the results is as follows: (1) RR
has low lookup overhead due to anycasting, which makes it
efficient in applications with high lookup-to-insertion ratios.
(2) RR is highly efficient and robust with node mobility, it
has a high success rate with low mobility update overhead.
(3) RR is robust to node failure using a low frequency and
low overhead failure checking mechanism. (4) RR is scalable
to high number of nodes. It also has a low hotspot overhead
compared to other methods. (5) RR is more robust to location
inaccuracies and errors compared to GHT. For the detailed
results, please see [5].

6  Future Work

Since the operation and performance of RR depends on the
number of nodes existing in geographic regions, we are
currently investigating the dynamic changing of the region
size by merging and splitting of regions based on node
density and distribution. This will improve the flexibility and
applicability of RR toward various environments and settings.
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